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General information about the course

• Web Site:
– Register in moodle.unive.it 

• OFFERTA FORMATIVA > Corsi di Laurea Magistrale > 
Dipartimento di Scienze Ambientali, Informatica e Statistica >
Informatica - Computer Science [CM9] > 
High Performance Computing [CM0227] 

– Website: http://www.dsi.unive.it/~calpar/

• The exam is subdivided into two parts:
– Written exam (60%)
– Home assignments or project (40%)

• Text, Reading list, Didactic Material
– Slides
– A. Grama, A. Gupta, G. Karypis, V. Kumar. Introduction to Parallel 

Computing, 2° Ed., Addison-Wesley, 2003.
– B. Wilkinson, M. Allen. Parallel Programming: Techniques and Applications 

Using Networked Workstation and Parallel Computers. 2° Ed., Prentice-
Hall, 2003.

– J. L. Hennessy, D. A. Patterson, Computer Architecture: A Quantitative 
Approach, 5th Ed, Morgan Kaufmann, 2012.

– T. Rauber, G. Rünger, Parallel Programming for Multicore and Cluster 
Systems, 2nd Ed, Spinger
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HPC and Parallel Computing

• High-performance computing (HPC) exploits parallel 
hardware and software 
– HPC uses supercomputers, computer clusters, heterogeneous 

computing architectures to solve advanced computation 
problems

– Today computer systems approaching the Tera Flops (1012 

Floating Point Operations Per Second) are counted as HPC
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Sequential vs. Parallel Computing

• Sequential computing:
– solve a problem with an algorithm whose instructions are 

executed in sequence
– the corresponding computational model is characterized by a 

single processor

• Parallel computing:
– solve a problem with an algorithm whose instructions are 

executed in parallel
– the corresponding computational model is characterized by 

multiple processors and associated mechanisms of cooperation
– the algorithm has to exploit in an efficient way the parallelism 

that can be made explicit, with the goal of making the execution 
faster
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The parallelization process

• General methodology 
– subdivide (de-compose) the problem among the 

various processors/workers
– processors work on their own parts of the whole 

problem, but cooperate for solving shared portions of 
the problem

– the final goal is 
• to balance the load among processors 
• to reduce overheads due to parallelization

– to reduce idle times, diminish as much as possible 
communications/synchronizations needed for processor 
cooperation
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Pros and Cons of Parallel Computing

• The benefit in exploiting parallelism to speedup 
applications has been a disputed argument in the last 
years

• Today parallelism is in the mainstream
– nowadays parallel processors even equip mobile 

phones

• In the the following, we discuss some arguments used 
as Pros and Cons for exploiting parallel computing
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• Parallel software development is very complex
– Complexity derives from the need of specifying concurrent 

tasks and coordinating their execution, with performance 
guarantee

– Software is non portable between different platforms
– The programming environments are not standardized enough
– Tuning the performance (Performance debugging) is expensive

• Continuous improvements in the performance of 
microprocessors
– “  Which are the advantages in devoting so much time and 

money in developing complex parallel software, when the Moore 
law also holds for the performance of microprocessors (doubled 
approximately every two years)?   ”

… but this continuous increment of uniprocessor performance 
is no longer true

Cons
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Pros: Limits in the improvement of unicores

• Limit of the Moore Law
– The curve of the performance of sequential microprocessor (single core)

stops increasing
• even if the Moore Law applies to the density of transistors (2x transistor/chip 

every 1.5 year), this density increase also entailed a similar performance 
increase

• the performance curve is relative to the SPEC sequential benchmarks wrt VAX 
11/780

1.1 Introduction ■ 3

Second, this dramatic improvement in cost-performance leads to new classes
of computers. Personal computers and workstations emerged in the 1980s with
the availability of the microprocessor. The last decade saw the rise of smart cell
phones and tablet computers, which many people are using as their primary com-
puting platforms instead of PCs. These mobile client devices are increasingly
using the Internet to access warehouses containing tens of thousands of servers,
which are being designed as if they were a single gigantic computer.

Third, continuing improvement of semiconductor manufacturing as pre-
dicted by Moore’s law has led to the dominance of microprocessor-based com-
puters across the entire range of computer design. Minicomputers, which were

Figure 1.1 Growth in processor performance since the late 1970s. This chart plots performance relative to the VAX
11/780 as measured by the SPEC benchmarks (see Section 1.8). Prior to the mid-1980s, processor performance
growth was largely technology driven and averaged about 25% per year. The increase in growth to about 52% since
then is attributable to more advanced architectural and organizational ideas. By 2003, this growth led to a difference
in performance of about a factor of 25 versus if we had continued at the 25% rate. Performance for floating-point-ori-
ented calculations has increased even faster. Since 2003, the limits of power and available instruction-level parallel-
ism have slowed uniprocessor performance, to no more than 22% per year, or about 5 times slower than had we
continued at 52% per year. (The fastest SPEC performance since 2007 has had automatic parallelization turned on
with increasing number of cores per chip each year, so uniprocessor speed is harder to gauge. These results are lim-
ited to single-socket systems to reduce the impact of automatic parallelization.) Figure 1.11 on page 24 shows the
improvement in clock rates for these same three eras. Since SPEC has changed over the years, performance of newer
machines is estimated by a scaling factor that relates the performance for two different versions of SPEC (e.g.,
SPEC89, SPEC92, SPEC95, SPEC2000, and SPEC2006). 
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Intel VC820 motherboard, 1.0 GHz Pentium III processor
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 Intel Core i7 Extreme 4 cores 3.2 GHz (boost to 3.5 GHz)
 Intel Xeon 4 cores, 3.3 GHz (boost to 3.6 GHz)

 Intel Xeon 6 cores, 3.3 GHz (boost to 3.6 GHz)

Intel D850EMVR motherboard (3.06 GHz, Pentium 4 processor with Hyper-Threading Technology)

1.5, VAX-11/785
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RISC

Move to multi-core
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Pros: Limits in the improvement of unicores

• In the last decades the performance 
improvement of microprocessors (unicores) 
was impressive, due to:
– Moore law (2x transistor/chip every 1.5 year)
– Parallelism/Pipeline in the instruction execution

• Implicit ILP (Instruction Level Parallelism)
• Average CPI (cycles per instr.) reduced of an order of 

magnitude in a decade
– Improved compilers for high level languages (HLL)
– Deep memory hierarchies, with large and multilevel 

caches
• memory bottleneck has became move evident

– Very short clock cycle (GHz frequency)
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Pros: Limits in the improvement of unicores

• Trend in the last years
– Limits in the automatic extraction of further ILP 

(independent instructions) by compilers from a single 
sequential program

– No benefits from adding further pipelined functional 
units in uni-cores  

– Limit in further growth of clock frequency
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Pros: Trends in parallel hw

– Due to the limit of uni-core performance, the CPU 
manufactures are now integrating two or more 
individual processors (cores) onto a single chip: 
multi-core microprocessors

• the plan is to double the number of cores per 
microprocessors per semiconductor technology generation 
(about every two years)

– SIMD (data parallel) coprocessors to accelerate 
applications
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Pros: Trends in parallel hw

• Clock Frequency Scaling Replaced by Scaling Cores
– high frequency processors need high power
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Pros: Trends in parallel hw

• Widespread diffusion of 
clusters, with computing 
nodes interconnected by fast 
communication networks

• Clusters made possible due 
to the spread of
– low cost standard 

electronic components, 
such as off-the-shelf 
microprocessors, 
memories, disks, graphics 
cards, networks boards
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Pros: Trends in hw

• Clusters (Clouds)
– made of multicore nodes 

(many of these nodes), 
host GPUs boards (graphic), 
and several disks

• Cluster are used not only 
for scientific computing, but 
also for business data-intensive applications
– e.g., as parallel data intensive platform for hosting 

web servers, databases, search engines, data mining, 
rendering farms

– Not only greater aggregate computational bandwidth, 
but also greater aggregate bandwidth and size of the 
various memory levels
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Other Pros

• High latency of main and secondary memory
– The overall performance of an algorithm also depends on 

the capability of memory to promptly supply data to the 
computational cores

– Caches introduced to reduce memory access latency of 
uni-processors (Von Neumann bottleneck)

– Parallel platforms have multiple caches, memory 
banks and disks

• Larger aggregate memory size and bandwidth
– In order to effectively exploit aggregate memory/caches, 

parallel algorithms must be carefully designed in order to 
exhibit high locality
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Other Pros: Parallelism in distributed infrastructure

• Computer Network and Distributed Infrastructures
– To solve large scale problems, often with data already 

distributed in remote sites, we can nowadays exploit many 
computers connected by wide-area networks (Internet)

• large scale, heterogeneous, parallel/distributed platform
– it requires parallel/distributed software and suitable problem 

decomposition strategies
• unfortunately, not all the problems can be parallelized successfully 

on these platforms

– Examples:
• SETI@home (Search for Extra Terrestrial Intelligence) employs the 

power of desktop computers to analyze the electromagnetic signals 
coming from the space

• Factorization of large integers, with applications in cryptography 
and optimization problems
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When parallelism is necessary

• Traditional scientific paradigm
– first theorize and then lab experiments to confirm or deny the theory 

• Traditional engineering paradigm
– first design and then build a laboratory prototype

• Both paradigms are being replacing by numerical experiments and 
numerical prototyping
– Real phenomena are too complicated to model (e.g. climate 

prediction)
– Real experiments are too hard, too expensive, too slow, or too 

dangerous for a laboratory (e.g. oil reservoir simulation, large 
wind tunnels, overall aircraft design, galactic evolution, whole 
factory or product life cycle design and optimization, etc.).

• Computational science
– Large scale numerical simulation: a new way to do science
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When parallelism is necessary

• Many of the fundamental questions in science 
(especially those with potentially broad social, political, 
and scientific impact) are sometimes referred to as 
"Grand Challenge" problems. 
– Many of the the Grand Challenge problems are those that can 

only be solved computationally
– They require a lot of storage and computational resources to be 

solved in a reasonable time, and  a suitable parallel software
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Some particularly challenging computations

• Science
– Global climate modeling
– Astrophysical modeling
– Biology: genomics; protein folding; drug design
– Computational Chemistry
– Computational Material Sciences and Nanosciences

• Engineering
– Crash simulation
– Semiconductor design
– Earthquake and structural modeling
– Computation fluid dynamics (airplane design)
– Combustion (engine design)

• Business
– Financial and economic modeling
– Data mining, Social network analysis
– Search engines

• Defense
– Nuclear weapons -- test by simulations
– Cryptography
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Global Weather forecasting

• The simulation algorithm requires the atmosphere to be subdivided into 
disjoint regions (tridimensional cells)

• The algorithm executes repeated computations for each cell, at each time 
step
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Global Weather forecasting

• Example:
– cells of 1 mile ´ 1 mile ´ 1 mile, for a total height of the atmosphere of 

10 miles (10 cells) 
– total number of cells: 5 ´ 108 cells
– suppose that a per-cell computation requires 200 FP ops (Float. Point 

operations). Then a whole time step requires a total of 1011 FP ops
– using a simulation time step of 10 minutes, we need 6 steps for 1 hour, 

and a total of 1440 steps (about 1.4 ´ 1014 FP ops) for 10 days of 
weather prediction

– a computer able to execute 100 Mflops (108 FP ops/sec) takes more 
than 106 sec (about 16 days !!!!)

– to execute the same computation in about 10 min, we would need a 
computer able to execute 0.2 Tflops (0.2 ´ 1012 FP ops/sec)

– what would it happen if we increased the number of steps per hour, o
we made smaller the cell size?
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Motion of celestial objects (N-bodies)

• N bodies masses m1, ... ,mN in three-dimensional (physical) space
– Given the initial positions and velocities of bodies
– Considering that the force of attraction between bodies is Newtonian. 
– Determine the position of each body at every future moment of time.

• For N bodies, we must compute N-1 forces per body, i.e. approx N2 in total
• There exist approximate algorithms that require N ´ log2 N force 

computations
– they exploit the fact that distant groups of bodies (galaxies, solar 

systems) appear very close, and can be treated as a single large body 
centered at its center of mass

– force interaction between agglomerates rather than single bodies (e.g. 
Solar system approximated with its center of mass to compute the force 
interaction with the Proxima Centaury star)

Proxima Centaury (diameter one-seventh that of the Sun)

Solar system

center of 
mass
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Motion of celestial objects (N-bodies)

• The approximate algorithm (Barnes-Hut) exploits an irregular data structure 
organized as a sort of tree (oct-tree)
– the creation of such tree dynamically divides the simulation volume into 

cubic cells  
– the tree maintains information about the bodies that fall in the same box 

(agglomerates), and about the centers of mass of agglomerates
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Motion of celestial objects (N-bodies)

• The simulation algorithms for N-
bodies are iterated for many time 
steps:
– at every step the new positions 

of bodies are updated
• Consider a galaxy of 1011 stars 
• If the computation of each force 

took 1 µs (10-6 sec), it should be 
needed
– about 109 years per iteration by 

employing the algorithm of 
complexity N2

– about one year per iteration by 
employing the algorithm of 
complexity N ´ log2 N
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Web Search Engines and parallel components

Crawl Control

Crawlers

Ranking

Indexer

Page Repository

Query Engine

Collection 
Analysis

Text Structure Utility

Queries Results

Indexes
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Web Search Engines and PageRank computation

• PageRank computes
– the relevance of a web 

page based on the link 
structure of the WEB

• PageRank relies on the 
democratic nature of the Web 
– It interprets a hyperlink from 

page x to page y as a vote, 
by page x for page y

• Let W be the adjacency matrix 
of the Web graph:
– W[i,j] = 1/o(j), if o(j) is the number of outgoing links from j
– W[i,j] is the probability of the random surfer of going from page i

to page j.
– W[i,j] has size N2 where N is the number of Web pages
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Web Search Engines and PageRank computation
• PageRank is computed

by performing iteratively 
a matrix (W) by vector
multiplication

• At the end the result will
be the vector of N PageRank 
values, each associated
with a Web page

• The PageRank value of a page reflects the probability that the random 
surfer will land on that page by clicking on links randomly, by also 
restarting the navigation from a random page

• Example:
Let N = 1010 pages
Each iteration (e.g., of 50 iterations)  takes N2 multiplications (and N2 additions)
The power method takes 1020 x 50 FLOPS
Assuming a modern processor (with performace of 1 GFLOP), the total running 
time is:    5x1021 / 109 = 5x1012 seconds
Tis is not the best implementation …. matrix very sparse!
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Data Mining (DM)

• A typical business application, even if there are many scientific use 
of DM tools

• Exploration & Analysis, in automatic or semi-automatic way, of large 
data sets  to discover and extract Significant Patterns & Rules
– Patterns & Rules must be innovative, valid, potentially useful, 

understandable
• DM algorithms on huge data are computationally and I/O expensive
• DM is a step of the KDD (Knowledge Discovery in Databases) 

process ….
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Data Mining (DM)

• Some of the main DM Tasks:
• Classification [Predictive, Supervised] 
• Clustering [Descriptive, Unsupervised] 
• Association Rule Discovery [Descriptive, Unsupervised] 

• The traditional sequential algorithms do not work well due to
– huge data sets with high number of dimensions
– heterogeneous and distribute nature of data sets
– analysts need to explore data using interactive and responsive 

DM tools, and thus the knowledge extraction must be very fast
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DM: Clustering

• Given N objects, each associated with a d-dimensional 
feature vectors
– Find a “meaningful” partition of the N examples into K 

subsets or groups
– K may be given, 

or “discovered

• Have to define some 
notion of “similarity” 
between objects

• Feature vector can be
– All numeric (well defined distances)
– All categorical or mixed (harder to define similarity; geometric 

notions don’t work)
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K-means: a Centroid-based Clustering Algorithm

• Specify ‘K’, the number of clusters
• Guess the K seed cluster centroids

1. Look at each point and assign it to the centroid that is the closest
2. Recalculate the centers (means)

• Iterate on steps 1. and 2. till centers converge or for a fixed 
number of times
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K-means: a Centroid-based Clustering Algorithm
• Main operations:

– Calculate distance to all K means (or centroids) per each point, 
and find the closest centroid for each point

– Recalculate centroids
• Number of operations (distance computations) per iteration:

– O(N×K×d), where N is the no. of objects, K is the no. of 
clusters, d is the no. of attributes (dimensions) of the feature 
vectors

– note that the complexity of each distance computation depends 
on d

• If the computation of the distance for each dimension takes 
optimistically 1 Flop, if we have N=106, K=102, and d=102

– the no. of Flops per iteration is 1010

– if the number of iterations are 102, then the total no. of Flops is 1012

– since we need that DM tools are interactive, we need a computer able 
to execute about 1 Teraflops (1012 Flops/sec) 


